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Today

* Parametric approximation of value functions for complex, high-
dimensional problems.



Large-Scale Reinforcement Learning

* Reinforcement Learning can be used to solve large problems, e.g.

» Backgammon: 102° states

e Computer Go: 10170 states
* Robot Control: continuous state space

* As a reference, the Universe has = 108° atom:s.

* How can we scale the model-free methods for prediction and control
from the last two lectures?



Value Function Approximation

 So far, we have represented value functions by lookup tables.
* Every discrete state s has an entry I/'(s)
* Or every state-action pair s, a has an entry Q(s, a)

* Problem with large MDPs:
* There are too many states and/or actions to store in memory
* It is too slow to learn the value of each state individually
* Bellman’s curse of dimensionality



Value Function Approximation

* Idea. For large MDPs, estimate the value function with function

approximation.
V(is,w) = V7(s)
Q(s,a,w) = Q™ (s)

* Goal. Generalize from seen states to unseen states

* You can’t access all possible states. So you hope that it works on unseen ones.

* Implementation. Update parameter w using MC or TD Learning.



Types of Value Function Approximation

V(s,w)

I
A~ )

w




Methods for Function Approximation

* There are many function approximators we can use:
* Linear combination of features
* Neural Networks

Decision trees

Nearest Neighbor

Fourier / Wavelet basis



Differentiable Function Approximators

* We focus on differentiable function approximators:
* Linear combination of features

Neural Networks

Decision trees

Nearest Neighbor

Fourier / Wavelet basis



Learning Methodologies

* Online (Incremental)
* We use samples online to update the value function
* And discard them after



Gradient Descent Refresher

* Let /(w) be a differentiable function with parameter

vector w fr=a
* The gradient of J(w) is defined as: e (o)
ow
* Vw](w) — : '
aJ(w)
dwn

* We use the gradient to find a local minimum of J(w)

* By adjusting w in the direction of negative gradient:
¢ Aw = —~aV,,](w)

* Where « is the scalar step size.
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Value Function Approx. By Stochastic Gradient Descent

* Goal. Find the parameter vector w minimizing mean-squared error
between approximate value fn I/ (s, w) and the true value fn V7 (s):

R 2
Jw) = E, [(V”(S) -V (s, W)) ]
* Gradient descent finds a local minimum
Aw = —%aij(w) = aBy | (Ve(s) = V(s,w)) V7 (5, W)

 Stochastic gradient descent samples the gradient
aw = a (Ve (s) = V(s,w)) Uy P (5, W)

* In expectation, the two methods are equivalent (i.e., give same update)
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Feature Vectors

* We represent the state s by a feature vector
x1(5)
x(s) = :

Xn ()

* The feature vectors can be either the raw observation o; (e.g., camera
pixels) or a pre-processed version of it, such as:
 Distance of the robot from landmarks and obstacles
* Trends in the stock market
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Linear Value Function Approximation

* Represent the value function by a linear combination of features

V(s,w) = x(s)w = ) x(s)w,
j=1

* The objective function is quadratic in parameters w
Jw) = EL[(V*(s) — x(s)"w)?]

* Convex function wrt w, so stochastic gradient descent converges on
the global optimum.

* Does this mean we have a perfect approximation of V™ (s)?
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Update Rule for Linear Value Approximation

* The objective function is quadratic in parameters w
Jw) = EL[(V*(s) — x(s)"w)?]

* The update rule is particularly simple for a single sample
aw = a (V7(s) = V(s,w)) Vyu V (s, W)

o (V”(s) — Vs, w)) x(s)

* Update = step-size x prediction error x feature value
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Incremental Prediction Algorithm

* In the prior slides, we assumed access to the true value function V™ (s).
e But in RL, we don’t have such a supervision signal, but only rewards.

* So in practice, we substitute a target for V™ (s):
* For MC, the target is the sample return G;

aw = a (G, — V(s,w)) VP (s, w)
* For TD(0), the target is the TD target 7,1 + ¥V (Sp41, W)
Aw = « (rtﬂ + vV (spr,w) = V(s, w)) V..V (s,w)
* For TD(A), the target is the A-return G/
Aw = «a (G,{f1 —V(s, w)) V.V (s,w)
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Monte-Carlo with Value Function Approximation

* Return G; is an unbiased, noisy sample of true value V'™ (s)

* Can therefore apply supervised learning to “training dataset”:
(Sl; Gl)) (SZ) GZ); reny (STI GT)

* For example, using linear MC policy evaluation
aw = a (G, — V(s,w)) V7 (s, w)

=« (Gt —V(s, w)) x(s)

* This incremental approach converges to a global optimum
e of Mean Squared Value Error (more on this later).

 However, it converges to a local optimum in the non-linear case.
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TD Learning with Value Function Approximation

* The TD-target 174, + ¥V (S;41, W) is a biased sample of true value V,(s)

* We can still apply supervised learning to the “training dataset”:
(51,r2 + YV (s5, w)), (Sz,rg + yV (s3, w)), i, (ST_1,77)

* For example, using linear TD(0)
Aw = « (r +yV(s",w) —V(s, w)) VoV (s,w) = adx(s)

* Possible to prove that Linear TD(0) converges close to a global optimum
 Specifically, converged to the TD Fixed Point
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TD (A) with Value Function Approximation

* The A-return Gt’1 is also a biased sample of true value V_(s)

* We can still apply supervised learning to the “"training dataset”:
<Sl, Gf), (52, G%), e (ST, G%)
* linear TD (A1)

Aw = « (G,{1 — Vs, w)) V.V(s,w) =« (G,{1 — Vs, w)) x(s)

* We can use the same implementation tricks presented in prior classes
to compute G} effectively
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Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL
(R=+1)

TERMINAL
(R=0)

* 5 states
* 1T selects left or right at random
* Goal: Model-free value prediction (Find V™ given n)
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Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL
(R=0)

LEFT-NESS (x;)

oo B 02) (0] 04] . Aos) (2]
o e o e S T o W N

TERMINAL
(R=+1)

* Represent each state with a feature vector x(s) = [x;(s), x,(s)]*
* x1 is the degree of “leftness”
* X, is the degree of “rightness”
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Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL

(R=0)
LEFT-NESS (x;)

womesi B02)  [@E]04) (@S]0 0s) (2]
o e o e S T o W N

TERMINAL
(R=+1)

* Represent the value function as a linear function of the state:
V(s,w) = wlx(s)

* At the beginning, w = 0.
* So, we start with V(s,w) = 0, Vs

22



Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL

(R=0)
LEFT-NESS (x;)

RIGHTNESS (Xz)-E E p(‘Q;S”“‘EI 0.5 06 E.
o "l 7 ol V ol W ¥

TERMINAL
(R=+1)

* We observe one transition: (s4, right, 0, sc)
* Compute the weight update from this transition using linear TD.

s Aw =« (r + vV (sg, w) — 17(54,w)) V.V (s,w) = adx(s) =0
* No update!
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Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL
(R=0)

ooy B 02) (@8] 04 | 0s) (2]
o e o e S T o W N

TERMINAL
(R=+1)

* We observe another transition: (s, right, 1,T)
s Aw =« (r + vV (T,w) — V(ss, w)) V.V (s,w) = adx(s)

«Aw =0.5 x1 %[0.2,0.8] =[0.1,0.4]
* Whew = Wyig + Aw = [0.1,0.4]
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Example: Moving On a Line

LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT LEFT RIGHT
(p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5) (p=0.5)

TERMINAL

(R=0)
LEFT-NESS (x;)

RIGHTNESS (Xz)-E E 05|05 06 E.
o "l 7 ol V ol W ¥

TERMINAL
(R=+1)

* Even if we have seen no transitions from prior states, we can still
compute their values using the current weight:

* V(s;,w) =0.8%0.1+0.2*0.4=0.16
* V(sy,,w) =0.6%0.1+0.4%04=0.22
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Q Function Approximation

* Approximate the Q function: Q(s,a,w) = Q™(s, a)
* Minimize the mean-squared error between apprOX|mate 0 and true Q™:

Jw) = B [(07G5,0) = Qs a,w)) |

* Use stochastic gradient descent to find a local minimum
1 ~ ~
—= VW) = (Q"(s, @) = Q(s, a,W)) V4, Q (s, @, w)
Aw = « (Q”(s, a) —0(s, a, W)) A, Q(s, a,w)
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Linear Q Function Approximation

* Represent state and action by a feature vector

x(s,a) = H (S:" %)

X (S, a)

* Represent Q function by a linear combigation of features

Q(s,a,w) =x(s,)Tw = ) x;(s,a)w;

 Stochastic gradient descent update on a single transition:
VWQ(S) a; W) — x(S; a)

Aw = « (Q”(s, a) —0(s, a, w)) x(s,a)
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Incremental Q Learning Algorithms

* Like for the Value function, we substitute a target for Q™ (s, a).

* For MC, the target is the return G;
Aw = «a (Gt — Q (s, at,W)) V,,Q(s;, ag, w)
* For TD(0), the target is the TD target 13,1 + YQ (S¢41, Aps1)
Aw = « (Tt+1 +y0Q(St41, Arr, W) — Q(se, ag, W)) ViwQ (s, ap, w)

* For TD(A), the target is the action-value A-return
Aw = «a (Qt)l — Q(se, at;W)) ViwQ (st ap, w)
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Model-free Control with Q Function Approximation

,QC,,w) ~ QT

Starting w Qg ~ q*

on Q(-,-, w)
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Linear Sarsa in Mountain Car

MOUNTAIN CAR Goal
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Study of A: Should We Bootstrap?

MOUNTAIN CAR
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Learning Methodologies

e Batch

* We collect many samples and then use them together to update the value fn.
* We keep a replay buffer of old samples.
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Batch Reinforcement Learning

* Online Gradient descent is simple and appealing

e But it is high variance and requires a lot of samples to converge (if it
does)

* Batch methods seek to find the best-fitting value function
* Given a dataset of an agent’s prior experience (“training data”)

34



Least Square Prediction

* Given value function approximation V (s, w) = V™(s)

* And experience D consisting of (state, value) pairs
D — {<Sl) v]7_7:>) <SZJ vg:); (LX) (ST; v’]T£>}

 Which parameters w give the best fitting value fn V (s, w)?

* Least squares algorithms find a parameter vector w minimizing the

sum-squared error between V (s, w) and target values V/*.
T

LS(w) = Z (th — Vs, W))z =E, [(Vﬂ —V(s, W))2]

t=1
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Stochastic Gradient Descent with Experience Replay

* Given experience D consisting of (state, value) pairs
D = {(s1, v1 ), (S2, V3 ), .., (ST, VF )}
e Algorithm.
e Sample pair(s) from dataset:
(Sk, v ) ~D
* Apply stochastic gradient descent update

Repeat
Aw = « (V” — Vs, w)) V.,V (s,w)

* In the linear case, it converges to the least squares solution
w™ = arg min LS (w)
w
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Linear Least Squares Prediction

* Experience replay finds a least squares solution

e But it may take many iterations

e Using linear value function approximation V(s,w) = x(s)Tw
* We can solve the least squares problem directly.

* (not used in practice, but the derivation is fun © )
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Linear Least Squares Prediction

* At the minimum of LS(w), the expected update must be zero

T

o' Z x(st) (v — x(s¢)'w) =0

D x(se v = x(se)x(se) w

w = (Z x(st)x(st)T) Z x(st) v/

* Computationally expensive due to matrix inversion
* For N features, direct solution time is O(N3)
e Incremental solution time is O (N#) using Shermann-Morrison
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Batch Prediction Algorithms Targets

* As for incremental methods, we do not know V"

* Therefore, as “training data”, we use noisy or biased samples of it
* MC: th =~ Gt
* TD(0): V{* = 1pyq + ¥V (Sp41, W)

« TD(N): VI = G}
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Non-Linear Fn. Approx. and TD

* Assume the parametrization of I/ (s, w) is non-linear,

* As, for example, when using a neural network: V(s,w) = NN(s; w)

* Algorithm.
e Sample pair(s) from dataset:
(se. 7t + ¥V (Ses1, W) ~D
* Apply stochastic gradient descent update
Aw = (rt + ¥V (spr, w) — Vs, w)) V,,V(s,w) = as,(W)V,,V(s,w)

Repeat
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Off-Policy Learning with Function Approximation

* In the prior slides, we assumed to have a dataset of states and targets.
D — {<Sl) Uf), (SZJ Vg% nen ) (ST) UTE)}

* How to get this dataset?

* (On-policy) Collect many samples under the current policy, then learn.
e (Off-policy) Use the data from prior policies with off-policy targets
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Repeat

Off-Policy Batch Sarsa e

@ A

 Sample generated by an old policy (replay buffer):

(St A, Te41, St+1) ~To1d
« Compute target according to current policy’s successor action a’ = nnew(- |St+1)

Awy = a (Tt+1 +¥Q(Se41.a', W) — Q(s, ag, W)) ViwQ (e, ag, w)

* Average update over a batch of K samples

1 K

A =—E

w i Aw,,
k=1

we<—w+ Aw

Sarsa

Interact with the environment using m,,,, = e-greedy(Q), adding experiences to
the replay buffer.

43



Repeat

N

Q-Learning

Off-Policy Batch Q-Learning

 Sample generated by an old policy (replay buffer):
(St) Aty Tt 41, St+1) ~Tola
 Compute target according to Bellman Optimality Equation:

Aw =« (rt+1 + 14 glax @(St+1' At 41, W) _ @(StJ Ay, W)) VW@(Str Ay, W)
t+1

* Average update over a batch of K samples

1 K

Aw = —

W KZAW"
k=1

O(s,a,w) « Q(s_, a,w + Aw)

* Interact with the environment using m,,,,, = e-greedy(Q), adding experiences to
the replay buffer.
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Baird’s Deadly Triad (1995)

Risk of divergence when
combining:

e Off-policy training,
* Function approximation,
* Bootstrapping.




Baird’s Deadly Triad (1995)

*w = 1[0y, ..., 07]
* Numbers in nodes represent V (s, w)
 u(dashed) = é,,u(solid) = E

e t(solid) = 1
* The lower state is terminal
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Baird’s Deadly Triad (1995)
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https://mattlanders.net/the-deadly-triad.html#:~:text=Baird's%20counterexample%20is%20a%20well%2Dknown%20illustration%20of,action%20transitions%20directly%20to%20the%20terminal%20state.

Convergence of Prediction Algorithms

On/Off-Policy Algorithm Table Lookup Linear

Non-Linear

On-Policy

MC
TD(0)
TD()\)

Off-Policy

MC
TD(0)
TD()\)

NSNS NSNS

SR INENENEN

x X% \[% % N
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Convergence of Prediction Algorithms

* We cannot prove the convergence of TD algorithms for non-linear
functions ®

e Avariant of TD learning (Gradient TD), which follows the true
gradient of the projected Bellman error, also converges in the linear
and non-linear case.

e But not used in practice (particularly in RL with neural nets).

 \WWe use other ideas instead
e More on in the next classes
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https://proceedings.neurips.cc/paper/2008/file/e0c641195b27425bb056ac56f8953d24-Paper.pdf

Convergence of Control Algorithms

Algorithm Table Lookup Linear Non-Linear
Monte-Carlo Control v (V) X
Sarsa v (v) X
Q-learning v X X
Gradient Q-learning v v X

(v') = chatters around near-optimal value function
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Deep Q-Networks (DQN)

*Aw =« (rt+1 +vy gltaX Q(Se+1, Aps1, W) — Q(s, ay, W)) VwQ (e, ap, w)
+1

* Problem: Maximization bias.
* (Potential) Solution (DQN, Mnih et. al 2013):

* Use the parameters from the prior optimization step, w;_1, in the maximization
step.

* Aw =« (Tt+1 a4 IglaX Q(St+1; Arr1, Wi_1) — Q(St; at, Wi)) Vwé(st: ag, w;)
t+1

* We'll speak of other algorithms and solutions later in the class.
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https://arxiv.org/pdf/1312.5602
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   r  t + 1 + 𝛾  V ^ (  s  t + 1 , w )


   V 𝜋  ( s )


     ⟨   s 1 ,  r 2 + 𝛾  V ^ (  s 2 ,   𝒘 ) ⟩ ,  ⟨   s 2 ,  r 3 + 𝛾  V ^ (  s 3 ,   𝒘 ) ⟩ ,   … ,  ⟨   s  T − 1 ,  r T ⟩


  Δ 𝒘 = 𝛼  (  r + 𝛾  V ^ (  s ′ , w ) −  V ^  (  s , 𝒘 ) )  ∇ 𝐰  V ^  (  s , 𝒘 ) = 𝛼 𝛿 𝒙 ( s )


  T D ( 𝜆 )


  𝜆


   G t 𝜆


   V 𝜋  ( s )


   ⟨   s 1 ,  G 1 𝜆 ⟩ ,  ⟨   s 2 ,  G 2 𝜆 ⟩ ,   … ,  ⟨   s T ,  G T 𝜆 ⟩  


  T D ( 𝜆 )


  Δ 𝒘 = 𝛼  (   G t 𝜆 −  V ^  (  s , 𝒘 ) )  ∇ 𝐰  V ^  (  s , 𝒘 ) = 𝛼  (   G t 𝜆 −  V ^  (  s , 𝒘 ) ) 𝒙 ( s )


   G t 𝜆


  𝜋


   V 𝜋


  𝜋


  𝒙  ( s ) =    [   x 1  ( s ) ,  x 2  ( s ) ] T


   x 1


   x 2


   V ^  (  s , 𝒘 ) =  𝒘 T 𝒙 ( s )  


  𝒘 = 0


   V ^  (  s , 𝒘 ) = 0


  ∀ s


  (  s 4 , r i g h t ,   0 ,    s 5 )


  Δ 𝒘 = 𝛼  (  r + 𝛾  V ^ (  s 5 , w ) −  V ^  (   s 4 , 𝒘 ) )  ∇ 𝐰  V ^  (  s , 𝒘 ) = 𝛼 𝛿 𝒙  ( s ) = 0


  (  s 5 , r i g h t ,   1 ,   T )


  Δ 𝒘 = 𝛼  (  r + 𝛾  V ^ ( T , w ) −  V ^  (   s 5 , 𝒘 ) )  ∇ 𝐰  V ^  (  s , 𝒘 ) = 𝛼 𝛿 𝒙  ( s )


  Δ 𝒘 = 0 . 5   ∗ 1   ∗  [  0 . 2 ,   0 . 8 ] = [ 0 . 1 , 0 . 4 ]


   𝒘  𝒏 𝒆 𝒘 =  𝒘  𝒐 𝒍 𝒅 + Δ 𝒘 = [ 0 . 1 , 0 . 4 ]


   V ^  (   s 1 , w ) = 0 . 8 ∗ 0 . 1 + 0 . 2 ∗ 0 . 4 = 0 . 16


   V ^  (   s 2 , w ) = 0 . 6 ∗ 0 . 1 + 0 . 4 ∗ 0 . 4 = 0 . 22


  …


   Q ^  (  s , a , 𝒘 ) ≈  Q 𝜋 ( s , a )


   Q ^


   Q 𝜋


  J  ( 𝒘 ) =  𝔼 𝜋  [     (   Q 𝜋  (  s , a ) −  Q ^  (  s , a , 𝒘 ) ) 2 ]


  −  1 2  ∇ w J  ( w ) =  (   Q 𝜋  (  s , a ) −  Q ^  (  s , a , 𝒘 ) )  ∇ 𝐰  Q ^  (  s , a , 𝒘 )


  Δ w = 𝛼  (   Q 𝜋  (  s , a ) −  Q ^  (  s , a , 𝒘 ) )  Δ 𝒘  Q ^ ( s , a , 𝒘 )


  𝒙  (  s , a ) =    (     x 1 ( s , a )      ⋮     x n ( s , a ) )


   Q ^  (  s , a , 𝒘 ) = 𝒙    (  s , a ) T 𝒘 =  ∑  j = 1 n   x j  (  s , a )  w j


   ∇ w  Q ^  (  s , a , 𝒘 ) = 𝒙  (  s , a )


  Δ 𝒘 = 𝛼  (   Q 𝜋  (  s , a ) −  Q ^  (  s , a , 𝒘 ) ) 𝒙 ( s , a )


   Q 𝜋 ( s , a )


   G t


  Δ w = 𝛼  (   G t −  Q ^  (   s t ,  a t , w ) )  ∇ w  Q ^  (   s t ,  a t , 𝒘 )


   r  t + 1 + 𝛾 Q (  s  t + 1 ,  a  t + 1 )


  Δ w = 𝛼  (   r  t + 1 + 𝛾  Q ^  (   s  t + 1 ,  a  t + 1 , w ) −  Q ^  (   s t ,  a t , w ) )  ∇ w  Q ^  (   s t ,  a t , 𝒘 )


  T D ( 𝜆 )


  𝜆


  Δ w = 𝛼  (   Q t 𝜆 −  Q ^  (   s t ,  a t , w ) )  ∇ w  Q ^ (  s t ,  a t , 𝒘 )


   Q ^  (  ⋅ , ⋅ , 𝒘 ) ≈  Q 𝜋


   Q ^  (  ⋅ , ⋅ , 𝒘 )


  𝜆


   V ^  (  s , w ) ≈  V 𝜋  ( s )


  𝒟


   ⟨  s t a t e , v a l u e ⟩


  𝒟 =  {   ⟨   s 1 ,  v 1 𝜋 ⟩ ,  ⟨   s 2 ,  v 2 𝜋 ⟩ ,   … ,  ⟨   s T ,  v T 𝜋 ⟩ }


  w


   V ^  (  s , 𝒘 )


  𝒘


   V ^ ( s , w )


   V t 𝜋


  L S  ( 𝒘 ) =  ∑  t = 1 T     (   V t 𝜋 −  V ^  (   s t , 𝒘 ) ) 2 =  𝔼 D  [     (   V 𝜋   −  V ^  (  s , 𝒘 ) ) 2 ]


  𝒟


   ⟨  s t a t e , v a l u e ⟩


  𝒟 =  {   ⟨   s 1 ,  v 1 𝜋 ⟩ ,  ⟨   s 2 ,  v 2 𝜋 ⟩ ,   … ,  ⟨   s T ,  v T 𝜋 ⟩ }


   ⟨   s k ,  v k 𝜋 ⟩   ~ 𝒟


  𝚫 𝐰 = 𝛼  (   V 𝜋   −  V ^  (  s , 𝒘 ) )  ∇ w  V ^ ( s , 𝒘 )


   𝒘 𝜋 =   arg ⁡      min 𝒘 ⁡  L S ( 𝒘 )


   V ^  (  s , 𝒘 ) = 𝒙    ( s ) T 𝒘


  L S ( 𝒘 )


  O  (   N 3 )


  O (  N 2 )


   V t 𝜋


   V t 𝜋 ≈  G t


   V t 𝜋 ≈  r  t + 1 + 𝛾  V ^ (  s  t + 1 , 𝒘 )


  T D  ( 𝜆 )


   V t 𝜋 ≈  G t 𝜆


   V ^ ( s , w )


   V ^  (  s , w ) = N N  (  s ; 𝒘 )


   ⟨   s t ,  r t + 𝛾  V ^ (  s  t + 1 , w ) ⟩   ~ 𝒟


  𝚫 𝐰 = 𝛼  (   r t + 𝛾  V ^  (   s  t + 1 , 𝒘 ) −  V ^  (  s , 𝒘 ) )  ∇ w  V ^  (  s , 𝒘 ) = 𝛼  𝛿 t ( 𝒘 )  ∇ w  V ^ ( s , 𝒘 )


  𝒟 =  {   ⟨   s 1 ,  v 1 𝜋 ⟩ ,  ⟨   s 2 ,  v 2 𝜋 ⟩ ,   … ,  ⟨   s T ,  v T 𝜋 ⟩ }


    ( s t ,  a t ,    r  t + 1 ,  s  t + 1 ) ~  𝜋  o l d


   a ′ =  𝜋  n e w  (  ⋅ |  s  t + 1 )


  Δ  w k = 𝛼  (   r  t + 1 + 𝛾  Q ^ (  s  t + 1 , a ′ , 𝒘 ) −  Q ^  (   s t ,  a t , 𝒘 ) )  ∇ w  Q ^ (  s t ,  a t , 𝒘 )


  K


  Δ 𝒘 =  1 K  ∑  k = 1 K  Δ  𝒘 k


  𝒘 ← 𝒘 + Δ 𝒘


   𝜋  n e w = 𝜖


   Q ^


    ( s t ,  a t ,    r  t + 1 ,  s  t + 1 ) ~  𝜋  o l d


  Δ w = 𝛼  (   r  t + 1 + 𝛾     max   a  t + 1 ⁡   Q ^ (  s  t + 1 ,  a  t + 1 , 𝒘 ) −  Q ^  (   s t ,  a t , 𝒘 ) )  ∇ w  Q ^ (  s t ,  a t , 𝒘 )


  K


  Δ 𝒘 =  1 K  ∑  k = 1 K  Δ  𝒘 k


   Q ^  (  s , a , 𝒘 ) ←  Q ^ ( s , a , w + Δ 𝒘 )


   𝜋  n e w = 𝜖


   Q ^


   r t = 0


   V 𝜋  ( s ) = 0 ,   ∀ 𝜋


  w =  [   𝜃 1 ,   … ,    𝜃 7 ]


   V ^ ( s , w )


  𝜇  (  dashed ) =  1 6 ,   𝜇  (  s o l i d ) =  5 6


  𝜋  (  s o l i d ) = 1


  Δ w = 𝛼  (   r  t + 1 + 𝛾     max   a  t + 1 ⁡   Q ^ (  s  t + 1 ,  a  t + 1 , 𝒘 ) −  Q ^  (   s t ,  a t , 𝒘 ) )  ∇ w  Q ^ (  s t ,  a t , 𝒘 )


   w  i − 1


  Δ w = 𝛼  (   r  t + 1 + 𝛾     max   a  t + 1 ⁡   Q ^  (   s  t + 1 ,  a  t + 1 ,  𝒘  𝒊 − 𝟏 ) −  Q ^  (   s t ,  a t ,  𝒘 𝒊 ) )  ∇ w  Q ^ (  s t ,  a t ,  𝒘 𝒊 )

