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Model-Free Control (Up to Now)
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Learning a Q function with TD(0)

Q(s,a) « Q(s,a) + a(r(s,a) +yQ(s',a") — Q(s,a))
* How to geta’?

e Option 1 (SARSA): Sample from the current policy
a =mn(|s")

e Option 2 (Q-Learning): Sample the greedy action at the next step
a' = argmax,Q(s’, a)



Q-learning Control Algorithm (Watkin, 89)

Q(s,a) < Q(s,a) + (r +y max Q(s',a") — Q(s, a))

* |n contrast to Sarsa, this is not attempting to learn Q™, but Q*
e Because the next action is not selected according to  (which is e-greedy)

* Example of an off-policy algorithm



Off-Policy Learning




Off-Policy Learning

* Evaluate target policy m(a|s) to compute V™ (s) or Q™ (s, a)

* While following the behavior policy u(als)
{Sll al; TZ) LN ST}NM

 Why is this important?
e Learn about optimal policy while following exploratory policy.
* Learn about multiple policies (rewards) while following one policy.
e Learn from observing other agents’ state-action trajectories (e.g., humans).
* Sample efficiency (more on this later)



Off-Policy Model-Free Prediction of V"

* Fixed target policy
* Fixed exploration policy u

* Goal: Learn V' (s)

* We will later generalize to Q™



Importance Sampling

* Estimate the expectation of a different distribution

Ex~p[f(X)] =) P(X)f(X)

=37 Q) g 0

P(X)

— X~G {Q(X)

(%)



Importance Sampling: Example

* Assume you roll 5 dice randomly

* What is the probability of getting a sum of 30?
 p(outcome = 6)°> = 0.0128%

* If you try to estimate this event by sampling, you will likely hit a sum of
30 once every 10°000 runs.

* You might need millions of runs to get a good estimate of p(sum = 30)
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Importance Sampling: Example

* To be faster, you decide to use biased dice that roll 6s more often.
* Now, you get plenty of 30-sum events quickly.

* But you can’t use the samples as is:
* Your estimate will be inflated by the biased dice
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Importance Sampling: Example

* Importance sampling tells us how to fix the biased estimate

* Reweight each sample based on how much you cheated:

True Probability of outcome

" Biased Probability of outcome
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Importance Sampling: Example

* Say we cheated with pu(outcome =6) = 2; pﬂ(outcome *6) = %

* Then the weight should be

1
= o\5 = g7 = 0.00032
(5

* So, we should discount the frequency of observing a sum of 30 by a
very small number.

e But at least it is a number bigger than zero! (useful for rare events)
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Importance Sampling: Example

* Say we cheated with pu(outcome =6) = 2; pﬂ(outcome *6) = %

* What about estimating p(sum = 5) with this biased dice?

* We should upweight the frequency by a very large number
e Can create a lot of variance!
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Importance Sampling: Example

* Summary:

* The more the dice is biased towards the outcome | am interested in, the more
accurate the estimate it.

* The further away from it, the bigger the variance.

* Over infinite-amount of samples (i.e. throws) it won’t matter how | design the
dice.

* The same can be said for exploration policies in off-policy learning.
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Evaluating V'™ with Importance Sampling

VT(s;) = E

P (s¢) =E

T=(a¢,St+1,At+1,4ST)~ 1

T=(A¢,St1+1,At41,-0ST)~TT

-P(T; )

,_
> v tr(sap)
_t’=t -

Q(t; w)

T—1 ]
,_

> vt tr(sp,a,n)

t'=t |
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Evaluating V'™ with Importance Sampling

P(t;m) = m(aclse)p(ses1lae, s)m(ars1lSes1) -

The correction weight of each return is the ratio of action probabilities:
P(z; ) - m(ac|se) m(aes1lses1)

W = —
Q(z; ) wlaelsy) ulari1lse+1)

* Since a policy cannot affect the MDP transition probabilities.

e Can you think of a case where this is not a good assumption?
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Evaluating V™" with Off-Policy Monte-Carlo

] - ]
P(t; ) /

Vﬂ\“(st) — ]ET:(at St41,Att1re0ST)~ U z yt _tr(st’; at’)
Qmw |

= Er=(apser.ars1,msm)~u [pe:r-1Ge]
Where:

m(aslsy) m(agerlses1)  mlar—ilsr—q)
uaclse) uaciqlser) — plar—1lsr—1)

pt:T—l —

* Intuition. Weight return G; according to “similarity” between policies
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Importance Sampling for Off-Policy Monte-Carlo

* Collect samples by running 1 in the environment

e (T _ n(A¢|Se) m(Ap+1[Se+1)  m(@r—1|ST-1) G
t — ann t
u(aelse) m(@rs1lSe+1) ~ w(@r-1]ST-1)

* Update the value of the target policy ™ towards the corrected return
V(s) « Vs +a (6 = V(s))
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Importance Sampling for Off-Policy Monte-Carlo

e GTH — m(A¢|St) 1(Ae41|Se41) m(Ar—1|ST-1) G
E T walsy) w(aialSen) T u(@r—alSTo1) 7F
uQe|St) mAe+11Se+1)  #AT-1]5T-1

* [ssue:
 Cannotuseifuy >0andmr =0
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Off-Policy Learning: Core Assumption

e Every action taken by the target i is also taken (at least occasionally) by the
exploration policy u.
e m(als) >0 - u(als) >0

* This is called coverage

* It follows from coverage that u(a|s) must be stochastic
* Even if t(a|s) is deterministic

* Is there a case when u(al|s) can be deterministic and still have coverage?
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Off-Policy Monte-Carlo In Maze

Start

e 17: optimal policy
* u: random policy
* R(goal) = 100, zero otherwise.

Goal

* Suppose you observe one lucky episode:
m\u m(arlse) m(ap1lsee1)  mlarlsy)

G =
t H(at|5t) .u(at+1|5t+1) H(aT|ST)

100

* |s the weighting factor p;.r_; small or large?
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Importance Sampling for Off-Policy Monte-Carlo

e GTH — m(A¢|St) 1(Ae41|Se41) m(Ar—1|ST-1) G
E T walsy) w(aialSen) T u(@r—alSTo1) 7F
uQe|St) mAe+11Se+1)  #AT-1]5T-1

* [ssue:
* Cannot use if u is zero and m is non-zero

* The correction weight can drastically increase variance
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Reducing Variance:
Weighted Importance Sampling

* Suppose we have a set of returns all starting from s;: G}, G#, ...

* In MC with ordinary importance sampling:
1
V(s) = EZ plir_1 G

* In weighted importance sampling

1
V(s) = K Zp{“(:T—ng{
2 Ptir—1 >

, G
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Reducing Variance:
Weighted Importance Sampling =

Weighted importance sampling

1
V(s) = =—— ) plr-sGl
kat:T—l >

Intuition

* If in the first few episodes you observe a very large return, the
denominator scales it back.

e Reduces variance, but adds bias in the early episodes
* In the very first episode, there is no correction weight!
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Reducing Variance:
Weighted Importance Sampling =

Mean
square
error

(average over |
100 runs)

[ Weighted importance sampling

0-,/\,\

0 10 1(30 10.00 10,600
Episodes (log scale)
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Reducing Variance:
Weighted Importance Sampling

e Bias decreases to zeroas K — o
* Proof Sketch:

n(als) u(als)m(als) i
[(aIS)] z u(als) Za:ﬂ(GIS) 1

* Using induction, it is p055|ble to show that:

e Therefore:

1 1
* V() = ——— X Pir-1G¢ = EZR pir_1Gf ask — oo

Zk Pt:T-1
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Reducing Variance:
Per-decision Importance Sampling

* Weighted importance sampling can only be used for (small) discrete
state-action spaces.

* We need another approach that works even without such
assumptions.

* Per-decision importance sampling!
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Reducing Variance:
Per-decision Importance Sampling

* Per-decision importance sampling:

Per-1Ge = prr—1 (e + ¥ + o+ Y IR
= Pe.7—1Tt T VPe:T-1Tt+1 + -

* For each element in the sum, one can show that

E(at,st,...,aT_l,sT_1)~u [pt:T—lrt’] = [E(at,st,...,aT_l,sT_l)~u [pt:t’rt’]
* Similar proof as before.

* Intuition. Causality: Future actions do not affect current reward.
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Reducing Variance:
Per-decision Importance Sampling

V*(se) = IE(at,...,aT_l)~,u[pt:T—th]

T-1
— z yt+t _1]E(at,...,at/)~ﬂ[pt:t'rt’]
t'=t
* Therefore, | can use the following weight in off-policy MC:

T—t—-1

Gn\u = Pe:tTt T VPt:t+1"t+1 + TV Pt:T-17T

* Why does this have less variance than the ordinary IS return?
Gn\ﬂ = per—1(Te +¥Tep1 + oo+ ¥ T RY)
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Reducing Variance with Off-Policy TD(0)

» TD(0) uses data from a single interaction step.

* Refresher. Using the bellman expectation equation:

VT (sy) = Eca,sp0)~m(lsp) [7(ae, s¢) + YV (Se41)]

* Using the importance sampling idea:
m(azlse)

ulaglse)

V* (St) = E(at»5t+1)~ﬂ(-|5t) (r(at' St) + yvn(st+1))
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Importance Sampling for Off-Policy TD

* Run u in the environment for a single step, observe (s¢, 11, A, St4+1)

* Update the value of the target policy

V(se) «V(sp) +a (ZEZ:;:;Z; (Tt + VV(5t+1)) — V(St)>

 Exercise at home: Find the equivalent formula for TD(n).
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Summary: Up to Now

* We have seen several ways to find V™" given experience from u

* All methods are based on the idea of weight the returns according to the
“similarity” between the policies.

e Off-policy MC
* W/ Ordinary Importance Sampling
* W/ Weighted Importance Sampling
» W/ Per-Decision Importance Sampling

e Off-Policy TD(0)
* Possible to extend to TD(n) and TD(A)
e Can further reduce variance with the techniques above
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Learning Q™

* We will now see how to adapt these techniques when learning a Q
function:

e Off-policy MC
* W/ Ordinary Importance Sampling

e Off-Policy TD(0)
* Possible to extend to TD(n) and TD(A)
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Evaluating Q™ with Off-Policy Monte-Carlo

e Refresher. The Q function is defined as:

Q" (s, ar) =7(se,a.) + V]Eatﬂ,stﬂ,...,aT_l,sT_1~n[Gt+1]

e Using the importance sampling idea:

Q" (st ar) =1(sg,ap) + YEa,,  sieirmar_i57_1~u 10t+1:7-1Gr41]

 When learning the Q function, we start the policy ratioat ¢t + 1!
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Evaluating Q™ with Off-Policy Monte-Carlo

* Collect samples by running 1 in the environment

e (T _ m(A+1|Se+1)  m(A7-1[ST—1) G
1 w(@psalSer1) T u(ar—qlsro1)

e Update the Q of the target policy m towards the corrected return

Q(se,ar) « Q(sp,ay) +a (T(St» ag) + VGZZL\f — Q(sg, at))
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Evaluating Q™ with Off-Policy TD(0)

e Refresher. The Q function is defined as:

* Q7 (s, ar) =1(sp,a) + VE(5t+1|at)[Vn(St+1)]
— T(St’ at) + )/]E(St+1|at) []E(Clt.|.1)~7'[(5t+1) [Qn(st'l'l’ at‘l‘l)]]

* Using the importance sampling idea:
T(S¢41)

H(Set1)

Q" (sp,ar) =r(s,a) + YE(apr)~ulsess) Q" (S¢+1,Ar41)

e \We can do even better!
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Evaluating Q™ with Off-Policy TD(0)

e Refresher. The Q function is defined as:

* Q" (sp,a) =r(sp,a) + VIE(St+1|at, St) [E(at+1)~n(st+1) [Q" (St41, Ar1)]]

* p(S¢41las, s¢) is policy independent.

* VT (st) = Eg, 5., )~nsol7(@e, Se) + YV (Sp41)]
* For V'", the next state depends on the action a; selected by the policy .
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Evaluating Q™ with Off-Policy TD(0)

* So potentially, using importance sampling, | could write:

T(S¢41)
n(ses1)

Q" (sp,ar) =7(sp,ar) + yIE(St+1|at; St) [Eat+1~ﬂ(5t+1) [ Q" (St+1, at+1)”

* Since s;, 1 does not depend on 1 or i, we can skip importance sampling
altogether in the second expected value.

* | can just sample a;,, according to m (which | know)!

* Therefore, no importance sampling is required in off-policy TD(0) for Q™.
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Importance Sampling for Off-Policy TD

* Run u in the environment for a single step, observe (s¢, 11, A, St4+1)

* Update Q of the target policy
Q(st ar) « Q(sg, ap) + “(Tt +YQ(se+1,a") — Q(se, at))

e With a’~m(s;,,), sampled from the current policy

 Exercise at home: Find the equivalent formula for TD(n).
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TD(0) Q™ : On-Policy vs Off-Policy

* Idea. Just change the successor action a;, 1.

* On-policy:
Q(sg, ar) « Q(s ae) + “(rt+1 +¥Q(St41, A1) — Q(sy, at));

* with a;,; sampled from p(- |S¢41)

* Off-policy:
Q(se, ar) « Q(se, a) + a(rt+1 +¥Q(s¢41,a’) — Q(sy, at));

« with a’ sampled from (- |s;4,)

* General Insight: In off-policy RL, IS required when computing
expectations over states dependent on the exploration policy.
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Remember?

Q(se, ar) « Q(se, ae) + “(Tt+1 +¥0Q(s¢+1,a’) — Q(sy, at))
* How to geta’?

e Option 1 (SARSA): Sample from the current policy
a =mn(|s")

e Option 2 (Q-Learning): Sample the greedy action at the next step
a' = argmax,Q(s’, a)
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Summary: Model-Free Off-Policy Prediction

* All methods are based on the idea of
weight the returns according to the
“similarity” between the policies.

* There are a few differences between
the definition of “similarity” when
learning V™ and Q™:

 Start the policy ratio at t+1 when using MC
* No important sampling for TD(0).

Improve Q™ /V™
of
target policy

D

Generate
samples
- run the

olic
policy s

Exploration
Policies
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Model-Free Off-Policy Control

Vololibe




Off-Policy Model-Free Control

* Algorithm summary:
e Step O: Init with a random policy
* Step 1: Use a single episode to learn Q™ (s, a).
« Step 2: 1w « e-greedy(Q™(s,a))
* Step 3: Collect one episode with m, use all prior episodes (latest included) to
learn Q™ (s, a).

* Effectively, we are using prior policies as “exploration” policies u.
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Q-Learning

e Extreme case of the previous algorithm

* Algorithm summary:

Step O: Init with a random policy
Step 1: Use a single episode to estimate @&s;a) Q7 (s, a)
Step 2: T « e-greedy(@Hsra)- 07 (s, a))

Step 3: Collect one episode with m, use all prior episodes (latest included) to

estimate 8&(s;a)»- Q7 (s, a)
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Q-Learning: How can | sample from 7™?

* The Q-learning target then simplifies to:
41 T YQ(Se41,a’)
= Tt41 T YU (5t+1» darg Hgﬂ}x Q(St+1, a’))

=Tpp1 Y max Q(se41,a)

e Assume that the optimal policy is greedy with respect to current Q.

* Possible to prove convergence with contraction-theory.
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Maximization Bias

* Assume the true Q*(s,a) = 0,Va

* Assume our current estimate of Q. (s,a) = N (0,0), where g is the
RMSE of our current estimate.

*maxQ*(s,a) =0
a

. mC?XQk(S,a) =£>0

49



Maximization Bias: Q-Learning Update

Q-learning update
Qr+1(s,a) = Qx(s,a) + a (7”(5; a) +y 2}2} Q(s’,a") — Qi (s, a))

 If usingmax Q*(s,a) =0

a

Qr+1(s,a) = Qi (s,a) + a(0 — Q(s,a)) < 1Qx(s,a)l
e If usingmax Qy(s,a) = B >0

a

Qr+1(s,a) = Qi(s,a) + a(yB — Qi(s, @) = Qx(s,a)
* The estimated q values are growing!
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Maximization Bias

* Even Q;, is a good estimate of Q"
* |n our case, it was unbiased in expectation

 The maximum over estimated values is generally larger than an
estimate of the maximum.

* This is called maximization bias

* Not only a problem for Q-learning but also for SARSA (since we do €-
greedy action selection).
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Example
N(-0.1,1)

.’e I:ft right D

Q*(A,right) =0

Q*(A,left) =V(B) =—-0.1

When doing Q learning, which action do you think will be
most likely sampled?
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Maximization Bias: Double Q-Learning

* The problem is that we’re estimating the maximum of the true value
as the maximum of value estimates.

* This stems from the fact that we’re using the same data to:
* Estimate the maximum action a* = arg max Q, (s, a)
e Estimate the value of the maximum action 0*(s, a) = Q. (s, a®)

* |[dea. What if we use two different data sources for these goals?
* Estimate the maximum action a* = arg max Q; (s, a)
* Estimate the value of the maximum action Q*(s,a) = Q= (s, a*)
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Double Q-Learning (Basic)

* Maintain two estimates of Q functions, Q; and Q7
* At every update step, flip a coin:
e |f tails,

* Qi.,(s,a) = Qi(s,a) +«a (r(s, a) +yQ; (S’, arg max Qi (s’ a’)) — Qi (s, a))
* Qic+1 = Qg

* |If heads,
e Q,.(s,a) = Qi(s,a) + «a (r(s, a) + yQx (s’, arg max Qi (s, a’)) — Qi (s, a))

1 _ Al
* Qic+1 = Qj
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Double-Q Learning vs Q-Learning

100%

75%|

% left
actions 50%}
from A

Q-learning
250/0 i
B%f—-——-— o optimal

1 100 200 300
Episodes
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   𝜌  t : T − 1 =   𝜋  (   a t |   s t )  𝜇  (   a t |   s t )   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a  T − 1 |   s  T − 1 )  𝜇  (   a  T − 1 |   s  T − 1 )


   G t


  𝜇


   G t  𝜋 \ 𝜇 =   𝜋  (   a t |   s t )  𝜇  (   a t |   s t )   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a  T − 1 |   s  T − 1 )  𝜇  (   a  T − 1 |   s  T − 1 )  G t


  𝜋


  V  (   s t ) ← V  (   s t ) + 𝛼  (   G t  𝜋 \ 𝜇 − V  (   s t ) )


   G t  𝜋 \ 𝜇 =   𝜋  (   a t |   s t )  𝜇  (   a t |   s t )   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a  T − 1 |   s  T − 1 )  𝜇  (   a  T − 1 |   s  T − 1 )  G t


  𝜇 >


  𝜋 = 0


  𝜋


  𝜇


  𝜋  ( a | s ) > 0   → 𝜇  ( a | s ) > 0


  𝜇 ( a | s )


  π ( a | s )


  𝜇 ( a | s )


  𝜋 :


  𝜇 :


  R  (  g o a l ) = 100


   G t  𝜋 \ 𝜇 =   𝜋  (   a t |   s t )  𝜇  (   a t |   s t )   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a T |   s T )  𝜇  (   a T |   s T ) 100


   𝜌  t : T − 1


   G t  𝜋 \ 𝜇 =   𝜋  (   a t |   s t )  𝜇  (   a t |   s t )   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a  T − 1 |   s  T − 1 )  𝜇  (   a  T − 1 |   s  T − 1 )  G t


  𝜇


  𝜋


   s t


   G t 1 ,  G t 2 , … ,  G t K


  V  ( s ) =  1 K  ∑ k     𝜌  t : T − 1 k G t k


  V  ( s ) =  1   ∑ k   𝜌  t : T − 1 k  ∑ k     𝜌  t : T − 1 k G t k


  V  ( s ) =  1   ∑ k   𝜌  t : T − 1 k  ∑ k     𝜌  t : T − 1 k G t k


  K → ∞


   𝔼  a ~ 𝜇  [    𝜋  ( a | s )  𝜇  ( a | s ) ] =  ∑ a    𝜇  ( a | s ) 𝜋  ( a | s )  𝜇  ( a | s ) =  ∑ a  𝜋  ( a | s ) = 1


   𝔼  (  a t ,  s t ,  a  t + 1 ,   … ,    a  T − 1 ,  s  T − 1 ) ~ 𝜇  [   𝜌  t : T − 1 ] = 1


  V  ( s ) =  1   ∑ k   𝜌  t : T − 1 k  ∑ k     𝜌  t : T − 1 k G t k =


   1 K  ∑ k     𝜌  t : T − 1 k G t k


  k → ∞


   𝜌  t : T − 1  G t =  𝜌  t : T − 1  (   r t + 𝛾  r  t + 1 +   … +  𝛾  T − t − 1  R T )


  =  𝜌  t : T − 1  r t + 𝛾  𝜌  t : T − 1  r  t + 1 +   …  


   𝔼   (   a t ,  s t ,   … ,    a  T − 1 ,  s  T − 1 ) ~ 𝜇  [   𝜌  t : T − 1  r   t ′ ] =  𝔼   (   a t ,  s t ,   … ,    a  T − 1 ,  s  T − 1 ) ~ 𝜇  [   𝜌  t :  t ′  r   t ′ ]


   V 𝜋  (   s t ) =    𝔼   (   a t ,   … ,    a  T − 1 ) ~ 𝜇  [   𝜌  t : T − 1  G t ]


  =  ∑   t ′ = t  T − 1     𝛾  t +  t ′ − 1 𝔼   (   a t ,   … ,    a   t ′ ) ~ 𝜇  [   𝜌  t :  t ′  r   t ′ ]


   G t  𝜋 \ 𝜇 =  𝜌  t : t  r t +   𝛾 𝜌  t : t + 1  r  t + 1 +   … +  𝛾  T − t − 1  𝜌  t : T − 1  r T


   G t  𝜋 \ 𝜇 =  𝜌  t : T − 1  (   r t + 𝛾  r  t + 1 +   … +  𝛾  T − t − 1  R T )


   V 𝜋    (   s t ) =  𝔼    ( a t ,  s  t + 1 ) ~ 𝜋 ( . |  s t )  [  r  (   a t ,  s t ) + 𝛾  V 𝜋 (  s  t + 1 ) ]


   V 𝜋    (   s t ) =  𝔼  (  a t ,  s  t + 1 ) ~ 𝜇 ( . |  s t )  [    𝜋  (   a t |   s t )  𝜇  (   a t |   s t )  (  r  (   a t ,  s t ) + 𝛾  V 𝜋  (   s  t + 1 ) ) ]


  un   𝜇


  (  s t ,  r t ,  a t ,  s  t + 1 )


  𝜋


  V  (   s t ) ← V  (   s t ) + 𝛼  (    𝜋  (   a t |   s t )  𝜇  (   a t |   s t )  (   r t + 𝛾 V  (   s  t + 1 ) ) − V  (   s t ) )


   V 𝜋


  𝜇


  𝜆


   Q 𝜋


  𝜆


   Q 𝜋


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) +   𝛾 𝔼   a  t + 1 ,    s  t + 1 , … ,    a  T − 1 ,  s  T − 1 ~ 𝜋  [   G  t + 1 ]


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) +   𝛾 𝔼   a  t + 1 ,    s  t + 1 ,   … ,    a  T − 1 ,  s  T − 1 ~ 𝜇 [  𝜌  t + 1 : T − 1  G  t + 1 ]  


  t + 1


   Q 𝜋


  𝜇


   G  t + 1  𝜋 \ 𝜇 =   𝜋  (   a  t + 1 |   s  t + 1 )  𝜇  (   a  t + 1 |   s  t + 1 ) …   𝜋  (   a  T − 1 |   s  T − 1 )  𝜇  (   a  T − 1 |   s  T − 1 )  G t


  𝜋


  Q  (   s t ,  a t ) ← Q  (   s t ,  a t ) + 𝛼  (  r  (   s t ,  a t ) +   𝛾 G  t + 1  𝜋 \ 𝜇 − Q  (   s t ,  a t ) )


   Q 𝜋


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼   (   s  t + 1 |   a t )  [   V 𝜋  (   s  t + 1 ) ]


  = r  (   s t ,  a t ) + 𝛾    𝔼   (   s  t + 1 |   a t ) [ 𝔼    ( a  t + 1 ) ~ 𝜋  (   s  t + 1 )  [   Q 𝜋  (   s  t + 1 ,  a  t + 1 ) ] ]


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼    ( a  t + 1 ) ~ 𝜇  (   s  t + 1 )  [    𝜋  (   s  t + 1 )  𝜇  (   s  t + 1 )  Q 𝜋  (   s  t + 1 ,  a  t + 1 ) ]


   Q 𝜋


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾    𝔼   (   s  t + 1 |   a t ,  s t ) [ 𝔼    ( a  t + 1 ) ~ 𝜋  (   s  t + 1 )  [   Q 𝜋  (   s  t + 1 ,  a  t + 1 ) ] ]


  p  (   s  t + 1 |   a t ,  s t )


   V 𝜋    (   s t ) =  𝔼    ( a t ,  s  t + 1 ) ~ 𝜋 ( . |  s t )  [  r  (   a t ,  s t ) + 𝛾  V 𝜋 (  s  t + 1 ) ]


   V 𝜋


   a t


  𝜋


   Q 𝜋


   Q 𝜋    (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼   (   s  t + 1 |   a t ,  s t )  [   𝔼   a  t + 1 ~ 𝜇  (   s  t + 1 )  [    𝜋  (   s  t + 1 )  𝜇  (   s  t + 1 )  Q 𝜋  (   s  t + 1 ,  a  t + 1 ) ] ]


   s  t + 1


  𝜋


  𝜇


   a  t + 1


  𝜋


   Q 𝜋


  un   𝜇


  (  s t ,  r t ,  a t ,  s  t + 1 )


  𝜋


  Q  (   s t ,  a t ) ← Q  (   s t ,  a t ) + 𝛼  (   r t + 𝛾 Q (  s  t + 1 ,  a ′ ) − Q  (   s t ,  a t ) )


   a ′ ~ 𝜋 (  s  t + 1 )


   Q 𝜋


   a  t + 1


  Q  (   s t ,  a t ) ← Q  (   s t ,  a t ) + 𝛼  (   r  t + 1 + 𝛾 Q  (   s  t + 1 ,    a  t + 1 ) − Q  (   s t ,  a t ) )


   a  t + 1


  𝜇 ( ⋅ |  s  t + 1 )


  Q  (   s t ,  a t ) ← Q  (   s t ,  a t ) + 𝛼  (   r  t + 1 + 𝛾 Q  (   s  t + 1 ,   a ′ ) − Q  (   s t ,  a t ) )


  a ′


  𝜋 ( ⋅ |  s  t + 1 )


  Q  (   s t ,  a t ) ← Q  (   s t ,  a t ) + 𝛼  (   r  t + 1 + 𝛾 Q  (   s  t + 1 ,   a ′ ) − Q  (   s t ,  a t ) )


   a ′ = 𝜋 ( ⋅ |  s ′ )


   a ′ =   argmax a Q  (   s ′ , a )


   V 𝜋


   Q 𝜋


  𝜋 :


  𝜖


   Q 𝜋


   Q 𝜋


   𝜋  k − 1


   𝜋  k − 2


  𝜋


   Q 𝜋 ( s , a )


  𝜋 ←


  𝜖


   Q 𝜋  (  s , a )


  𝜋


   Q 𝜋 ( s , a )


  𝜇


  𝜋


   Q 𝜋 ( s , a )


   Q ∗ ( s , a )


  𝜋 ←


  𝜖


   Q 𝜋 ( s , a ) .   Q ∗ ( s , a )


  𝜋


   Q 𝜋 ( s , a )


   Q ∗ ( s , a )


   𝜋 ∗


   r  t + 1 + 𝛾 Q  (   s  t + 1 ,  a ′ )


  =  r  t + 1 + 𝛾 Q  (   s  t + 1 ,   arg ⁡      max   a ′ ⁡  Q  (   s  t + 1 ,  a ′ ) )


  =  r  t + 1 + 𝛾     max   a ′ ⁡  Q  (   s  t + 1 ,  a ′ )


  Q


   Q ∗  (  s , a ) = 0 ,   ∀ a


   Q k ( s , a ) = 𝒩 ( 0 , 𝜎 )


  𝜎


      max a ⁡   Q ∗  (  s , a ) = 0


      max a ⁡   Q k  (  s , a ) = 𝛽 > 0


   Q  k + 1  (  s , a ) =  Q k  (  s , a ) + 𝛼  (  r  (  s , a ) + 𝛾     max   a ′ ∈ A ⁡  Q (  s ′ ,  a ′ ) −  Q k  (  s , a ) )


      max a ⁡   Q ∗  (  s , a ) = 0


   Q  k + 1  (  s , a ) =  Q k  (  s , a ) + 𝛼  (  0 −  Q k  (  s , a ) ) <  |   Q k  (  s , a ) |


      max a ⁡   Q k  (  s , a ) =   𝛽 > 0


   Q  k + 1  (  s , a ) =  Q k  (  s , a ) + 𝛼  (  𝛾 𝛽 −  Q k  (  s , a ) ) ≥  Q k ( s , a )  


   Q k


   Q ∗


  𝜖


   Q ∗  (  A , r i g h t ) = 0


   Q ∗  (  A ,   l e f t ) = V  ( B ) = − 0 . 1


     a ∗ ^ =   arg ⁡    max ⁡   Q k ( s , a )


     Q ∗ ^  (  s , a ) =  Q k  (  s ,    a ∗ ^ )


     a ∗ ^ =   arg ⁡    max ⁡   Q k 1 ( s , a )


     Q ∗ ^  (  s , a ) =  Q k 2  (  s ,    a ∗ ^ )


   Q k 1


   Q k 2


   Q  k + 1 1  (  s , a ) =  Q k 1  (  s , a ) + 𝛼  (  r  (  s , a ) + 𝛾  Q k 2  (   s ′ ,   arg ⁡      max   a ′ ⁡   Q k 1  (   s ′ ,  a ′ ) ) −  Q k 1  (  s , a ) )


   Q  k + 1 2 =  Q k 2


   Q  k + 1 2  (  s , a ) =  Q k 2  (  s , a ) + 𝛼  (  r  (  s , a ) + 𝛾  Q k 1  (   s ′ ,   arg ⁡      max   a ′ ⁡   Q k 2  (   s ′ ,  a ′ ) ) −  Q k 2  (  s , a ) )


   Q  k + 1 1 =  Q k 1

